
D3  5G-SAFETY / 5GINFIRE 

 

D3: Experiment results 

 

Editor: Paulo Marques, ALLBESMART 

Deliverable nature: Report (R) 

Dissemination level: Public (PU) 

Date: planned | actual July 24, 2019 July 24, 2019 

Version | No. of pages 1.0 37 

Keywords:  

 

 

Abstract 

The 5G-SAFETY experiment has deployed a use case on top of the NITOS testbed, providing 
two services over two network slices, with a focus on the QoS-aware control and Network 
Functions Virtualization. The main goal has been the implementation of two competing 
network slices on NITOS’ LTE infrastructure: one emulating a MVNO Public Safety slice with 
high throughput and reduced latency requirements and the other emulating an OTT service 
provider (delay tolerant – best effort slice). Resource management algorithms were 
implemented and evaluated in terms of performance gains when operating under 
computational resource limitations. 

This report describes the experiment’s results, including the analysis of the gathered data and 
an evaluation of the resource management algorithm. 
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Executive summary  

The main objective of the 5GSAFETY experiment is to test dynamic resource management 
algorithms applied to NFV environments running multiple network slices with different SLA 
requirements. The tested scenario comprises two network slices running over the same NFVI: 
a public safety network, with stringent SLA requirements, and an OTT network, which is more 
tolerant to QoS degradation. 

The experiment uses virtual probes, specially designed for this objective, that are able to 
detect QoS degradation in the public safety network almost in real time. When this 
degradation is detected, the resource management algorithm allocates more resources to the 
public safety slice, in order to keep its QoS under the SLA requirements. These resources are 
taken from the OTT slice, and under these circumstances QoS degradation in this slice is 
unavoidable. 

The resource management algorithm is able to allocate and deallocate resources almost in 
real time, thus, optimizing the use of shared resources according with the traffic patterns that 
flow in the public safety slice. The experiment monitors the behaviour of the slices under 
several traffic patterns, and the collected data is used to evaluate the performance gains 
achieved with the dynamic resource management algorithm. 

This report contains the detailed results of the experiment, including a critical analysis of the 
gathered data and an evaluation of the resource management algorithm. 
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1 Introduction 

1.1 Objective of this document 

This document reports on the final results of the 5G-SAFETY Open Call 2 experiment. It 
contains a detailed description and analysis of the gathered data. The resource management 
algorithm is also described and evaluated. 

1.2 Idea and Concept 

With software-defined networking (SDN) and network function virtualization (NFV) 
technologies, network slicing emerges as a promising solution for future Public Safety 
communication systems ensure quality-of-service (QoS) isolation among customized services 
in shared 5G infrastructures. 

Future Public Safety systems will require ultra-reliable low-latency communication (URLLC) 
and high bandwidth to support functionalities such as high definition (HD) video or augmented 
reality (AR) applications during mission critical operations. 5G networks can provide the right 
infrastructure to address these requirements, supported by efficient virtualization, slicing, and 
dynamic adaptation. The advantages of combining Public Safety networks and commercial 
users and applications within the same network are significant. The most important is the 
ability to dramatically reduce the cost of Public Safety network rollouts while increasing 
capacity and performance for a range of new applications. Moreover, it allows Mobile 
Network Operators (MNOs) to drive new revenue streams in a time of decreasing Average 
Revenue Per User (ARPU). 

In 5G slice-based networks, the ability to monitor traffic and service performance is critical 
and should be available across both physical interfaces and virtual interfaces. Therefore, a key 
feature for the implementation of application-aware resource management is the ability to 
monitor the QoS in order to assess if different SLAs are being met across different network 
slices. This granular KPIs visibility in virtual network infrastructures, allows to trigger decisions 
that feed the Network Orchestrator to provide just-in-time capacity augmentation, ensuring 
VNFs have the compute and networking resources they need to meet the performance targets 
required by the service. 

1.3 Objectives of this experiment 

The main objective of this experiment is the validation of resource management algorithms 
able to serve multiple NSIs over the same physical resources while optimizing the allocation 
of computational resources to each slice based on its requirements and demands. The 
experiment deploys a use case on top of the NITOS testbed that provide two services over two 
network slices, with a focus on the QoS-aware control, and NFs virtualization and 
orchestration aspects. 

The goal is to have two competing network slices/verticals on the virtualized infrastructure: 
one emulating a MVNO Public Safety service with high throughput and reduced latency 
requirements and the other emulating an OTT service provider (delay tolerant). Resource 
management algorithms are implemented and evaluated in terms of performance gains when 
operating under computational resource limitations. Figure 1 illustrates the experiment’s 
conceptual model. 
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Figure 1: The experiment’s conceptual model. 

Deciding how to efficiently allocate, manage, and control the slice resources in real time, 
considering Public Safety requirements and SLAs, is the main challenge addressed by this 
5GINFIRE experiment which is structured in two phases: 

•Phase 1: Deploy virtual probes (vProbe) across the Network Functions Virtualization 
Infrastructure (NFVI) provided by the NITOS testbed, to monitor QoS and computational 
resources utilization under stress; 

•Phase 2: Evaluate application-aware resource management algorithms for network 
slicing, based on QoS metrics and computational resources utilization as measured by 
the vProbes deployed in Phase 1. 
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2 Experiment deployment 

This section provides a detailed description of the experiment setup in NITOS, the traffic 
profiles that were used in the tests and the resource management algorithm that has been 
implemented and tested. 

2.1 Experiment setup 

The main idea of this experiment is to analyse the impact of CPU starvation in software based 
LTE implementations (in this specific case, just the Evolved Packet Core) and evaluate resource 
management algorithms (RMA) able to dynamically move shared resources between 
virtualized network slices with different SLA, running in the same NFVI. 

Figure 2 shows the network diagram of the scenario deployed in NITOS, orchestrated by 
5TONIC MANO using the respective network service descriptor. 

 

Figure 2: The definitive experiment scenario in NITOS. 

All the tests expose the evolved packet core (EPC) and the LTE network to a specific traffic 
profile (see section 2.2) and measure key performance indicators (KPI), such as total 
throughput (downlink + uplink), average latency and lost packets. The vProbe intercepts all 
the packets that cross the network and generates periodic statistics (with configurable 
sampling rate) that include these KPI. 

The first tests used two vProbes and two LTE UE simultaneously, in order to maximize the 
traffic crossing the EPC. However, with high uplink throughputs, the two LTE UE interfaces’ 
behaviour became unstable and unpredictable, sometimes discarding all the packets. After 
some unsuccessful attempts to understand and overcome this issue, it has been decided to 
use just one vProbe and one LTE UE. 

2.2 Traffic profiles 

The experiment tested several traffic profiles. This section contains a detailed description of 
each profile. 

2.2.1 Ramp traffic profile 

The ramp profile is a symmetric UDP traffic profile, with a linear throughput increase over 
time. Symmetric means that the downlink and uplink packet flows are equal in number of 
packets and packet size and type. This profile is useful to evaluate the behaviour of the 
network when it has to process an increasing number of packets per second. 



D3 5G-SAFETY / 5GINFIRE 

Page 13 of (38) 

The ramp profile has been created by the following script, which uses the UDP injector 
component that has been specially developed for this experiment. 

#!/bin/bash 
declare -i j 
for i in {1..120} 
do 
    j=$i*50 
    ./udp_injector -d 10.0.3.65 -f 1 -n $j -s 500 -t 20 
done 

When run, this script produces the following traffic profile: 

 

Figure 3: The ramp traffic profile. 

2.2.2 Burst traffic profile 

The burst profile is also symmetric, but the throughput variation is not gradual; it changes 
suddenly, simulating abrupt symmetric bulk data exchanges, such as high-quality video calls 
over RTP/UDP. The burst traffic profile also has been created with a script, using the UDP 
injector component: 

#!/bin/bash 
declare destination, fid 
destination='10.0.3.85' 
fid=2 
 
./udp_injector -d $destination -f $fid -n 50 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 400 -s 1250 -t 20 
./udp_injector -d $destination -f $fid -n 150 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 2500 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 120 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 600 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 1900 -s 1250 -t 120 
./udp_injector -d $destination -f $fid -n 10 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 2000 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 1700 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 2300 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 1600 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 1000 -s 1250 -t 60 
./udp_injector -d $destination -f $fid -n 450 -s 1250 -t 20 
./udp_injector -d $destination -f $fid -n 200 -s 1250 -t 60 
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./udp_injector -d $destination -f $fid -n 90 -s 1500 -t 60 

When run, this script produces the traffic profile shown in Figure 4. 

 

Figure 4: The burst traffic profile. 

2.2.3 HTTP download 

Previous profiles are symmetric and use UDP packet flows. This profile is very different: it is 
asymmetric (mostly downlink traffic) and uses the HTTP protocol over TCP. This traffic profile 
has been created by running the following script on the LTE UE: 

#!/bin/bash 
 
sleep 30 
wget http://10.154.79.158/1GB.bin -O trash 
 
sleep 30 
wget http://10.154.79.158/1GB.bin -O trash 
 
sleep 30 
wget http://10.154.79.158/1GB.bin -O trash 
 
sleep 30 
echo 'download completed' 

Basically, the LTE UE will sequentially download three 1GB files, waiting 30 seconds between 
them. At the same time, the UDP injector injects 100 UDP packets per second, that will be 
used to statistically estimate the latency and packet loss during the file download. 

2.2.4 OTT slice HTTP download 

The last traffic profile is used to test the effects of the RMA on the OTT slice. It’s a continuous 
HTTP download profile, built with this script: 

#!/bin/bash 
 
while true 
do 
    wget http://10.154.79.158/1GB.bin -O trash 
done 
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Similarly, 100 UDP packets are also injected in order to estimate latency and packet loss. 

2.3 The resource management algorithm 

2.3.1 The basics 

The resource management algorithm periodically observes the KPI of the public safety slice. 
When these KPI indicate that the QoS parameters are reaching (or worse - overtaking) the SLA 
thresholds, resources are deallocated from the OTT QoS tolerant slice and allocated to the 
public safety slice. This happens almost in real time – in this experiment the RMA adjusts 
resources every 2 seconds. 

Figure 5 illustrates this behaviour. The green zone is the amount of resources that can be 
managed by the RMA. 

 

Figure 5: RMA basics. 

Figure 6 shows what happens when the RMA allocates all the available manageable resources 
to the public safety slice. 

 

Figure 6: Maximum extra resources allocated to the public safety slice. 

2.3.2 Reaction to latency level 

The RMA decides to allocate /deallocate extra resources by inspecting the average latency 
and packet loss reported by the vProbes, concerning the last time frame observed. The 
allocation/deallocation decision is based upon a pair of triple threshold references, as shown 
in Figure 7. 

Public safety slice

Total available resources

OTT QoS tolerant slice

No extra 
resources
allocated

Max extra 
resources
allocated

Public safety slice

Total available resources

OTT slice

Max extra 
resources
allocated
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Figure 7: Decision thresholds concerning latency. 

The green zone represents a window where latencies are very low and clearly below the max 
latency expressed in the SLA. When the measured latency falls into these areas, if extra 
resources are being used by the public safety slice, they are deallocated and given back to the 
OTT slice. 

The orange/red zone is the zone where latency is so high that the RMA must act in order to 
keep it under the SLA limit. Under these circumstances, the RMA deallocates resources from 
the OTT slice and reallocates it to the public safety slice. 

Finally, the yellow zone window is a neutral zone: the latency is neither too high or too low 
and no action is required. 

Every time the reported latency leaves the yellow zone and crosses one or more thresholds 
(HIGH or LOW) an action is taken. The first threshold starts a mild reaction, the second one 
activates a more robust response and finally the third threshold triggers an extreme reaction. 
The threshold levels are defined according with the network characteristics and the public 
safety slice SLA. 

In this experiment, after observing the network characteristics, namely the normal latency 
levels under medium load, the following levels have been defined: 

LATENCY_THR_HIGH1

Latency (ms)

LATENCY_THR_HIGH3

LATENCY_THR_LOW3

LATENCY_THR_LOW2

LATENCY_THR_LOW1

SLA max latencyLATENCY_THR_HIGH2

Time (s)

SLA max latency + α

SLA max latency - β

Low Lat

Low Lat + µ

Low Lat - π
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Table 1: Packet loss threshold values. 

Threshold Value (ms) 

LATENCY_THR_HIGH3 150 

LATENCY_THR_HIGH2 100 

LATENCY_THR_HIGH1 75 

LATENCY_THR_LOW1 60 

LATENCY_THR_LOW2 50 

LATENCY_THR_LOW3 40 

2.3.3 Reaction to packet loss 

The RMA also uses the packet loss information to allocate /deallocate extra resources. The 
allocation/deallocation decision is similarly based on a pair of triple threshold reference, as 
shown in Figure 8. 

 

Figure 8: Decision thresholds concerning packet loss. 

PACKET_LOSS _THR_HIGH1

Packet loss (%)

PACKET_LOSS_THR_HIGH3

PACKET_LOSS _THR_LOW3

PACKET_LOSS _THR_LOW2

PACKET_LOSS _THR_LOW1

SLA max packet lossPACKET_LOSS _THR_HIGH2

Time (s)

SLA max packet loss + α

SLA max packet loss - β

Low packet loss

Low packet loss + µ

Low packet loss - π
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The RMA behaviour concerning packet loss is similar to its reaction to latency, as described in 
the previous section. 

The threshold levels for the packet loss decisions are also defined according with the network 
characteristics and the public safety slice SLA. In this experiment, the following levels have 
been used: 

Table 2: Packet loss threshold values. 

Threshold Value (%) 

LATENCY_THR_HIGH3 2.0 

LATENCY_THR_HIGH2 1.0 

LATENCY_THR_HIGH1 0.5 

LATENCY_THR_LOW1 0.1 

LATENCY_THR_LOW2 0.05 

LATENCY_THR_LOW3 0.025 

2.3.4 The algorithm 

The RMA periodically checks the average latency and packet loss of the last time frame and 
determines the action to take, according with the following decision flow: 
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Figure 9: RMA UML activity diagram. 

The first three decision branches are applied when the latency or the packet loss indicators 
are on the red zone. The last three decision branches are triggered when the latency and the 
packet loss indicators are in the green zone. 

The allocation and deallocation operations are cumulative, i.e., they operate on the last value 
defined by the algorithm. The amount of resources that are allocated or deallocated depends 
on the severity of the situation. Three different levels have been defined, as show in Table 3. 

Table 3: Allocation and deallocation levels 

Level Amount of resources allocated / deallocated 

Allocation level 3 60% 

Allocation level 2 30% 

Allocation level 1 15% 

Read latency and
packet loss values

[ latency > LATENCY_THR_HIGH3   or ploss > PACKET_LOSS_THR_HIGH3  ] Allocate more
LEVEL3 resources

[ else ]

[ latency > LATENCY_THR_HIGH2   or ploss > PACKET_LOSS_THR_HIGH2  ] Allocate more
LEVEL2 resources

[ else ]

[ latency > LATENCY_THR_HIGH1   or ploss > PACKET_LOSS_THR_HIGH1  ] Allocate more
LEVEL1 resources

[ else ]

[ latency < LATENCY_THR_HIGH3   and ploss < PACKET_LOSS_THR_HIGH3  ] Deallocate LEVEL3
resources

[ else ]

[ latency < LATENCY_THR_HIGH2   and ploss < PACKET_LOSS_THR_HIGH2  ] Deallocate LEVEL2
resources

[ else ]

[ latency < LATENCY_THR_HIGH1   and ploss < PACKET_LOSS_THR_HIGH1  ] Deallocate LEVEL1
resources

[ else ]
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Deallocation level 3 15% 

Deallocation level 2 5% 

Deallocation level 1 2% 

The percentages shown in Table 3 are relative to the amount of manageable resources that 
the RMA can allocate (the green zone of Figure 5). The allocation percentages are much higher 
than the deallocation percentages: this means that the RMA quickly allocates more resources 
to the public safety slice but is slower to release resources back to the OTT slice. 

2.3.5 Implementation 

The RMA has been implemented in the command & control VNF as a python script. The script 
reads latency and packet loss data from the vProbe every two seconds, and implements the 
algorithm as described in the previous sections. 

The allocation and deallocation of available resources is implemented in the EPC virtual 
machine with two applications: cpulimit [1] and stress [2]. These applications are commanded 
from the command & control VNF, through a SSH channel, using three shell scripts installed 
on the EPC machine: one for initialization, the other for dynamically changing the stress level 
(to emulate dynamic resource allocation) and finally the last script for killing the cpulimit and 
stress processes. 

Furthermore, this python script records a log file with the evolution of these stress levels, 
which are afterwards used to replay the allocation/deallocation of resources into the OTT QoS 
tolerant slice, in order to evaluate the impact of resource reduction in this slice. 
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3 Experiment results 

This section provides charts with the results of each test and a brief analysis that focus on the 
most interesting aspects of each chart. 

3.1 Ramp traffic profile without RMA 

Chart 1 shows both the throughput and latency observed when the LTE scenario is injected 
with the ramp traffic profile. The first interesting aspect to point out is the latency behaviour: 
until t=1500s the latency is steady and low, with values about 40 ms. Then, it starts to increase, 
with peaks of some hundreds of milliseconds. The total throughput behaves as expected until 
it reaches 40 Mbit/s; then it starts to oscillate. Surprisingly, the average UDP throughput under 
heavy load almost follows the projected linear line. 

 

Chart 1: Variation of latency with throughput (ramp, without RMA). 

Chart 2 illustrates the packet loss of the same test. The packet loss percentage steadily 
increases since t=1500s and the numbers explode when the total throughput reaches about 
45 Mbit/s. The vProbe considers that a packet is lost when the reply doesn’t arrive in the 1000 
ms time frame after the injected packet is sent. Considering the latency observed in Chart 1, 
maybe this value should be increased. 

 

Chart 2: Variation of packet loss with throughput (ramp, without RMA). 
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The two previous charts have an enormous dynamic range of values that hide the smaller 
values. Chart 3 and Chart 4 show a closer insight on the latency and packet loss until t=1500s. 
As can be seen, the latency is almost fixed around 40 ms, but the packet loss, absent until the 
throughput reaches 20 Mbit/s, starts to increase after t=1300s. 

 

Chart 3: Variation of latency with throughput (ramp, without RMA) – a closer look. 

 

 

Chart 4: Variation of packet loss with throughput (ramp, without RMA) – a closer look. 
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3.2 Ramp traffic profile with RMA 

Chart 5 and Chart 6 show the results of the same ramp test, but now with the RMA active. 
Surprisingly, there’s not a relevant improvement in the total throughput. However, both the 
latency and packet loss are significantly reduced. 

 

Chart 5: Variation of latency with throughput (ramp, with RMA). 

 

 
Chart 6: Variation of packet loss with throughput (ramp, with RMA). 

3.3 Burst traffic profile without RMA 

Chart 7 and Chart 8 illustrate the results obtained when the LTE network has been injected 
with the UDP burst profile, without the RMA. The first thing to notice is the oscillating 
behaviour of the throughput when the desired rate exceeds 40 Mbit/s. This effect had already 
been seen in the ramp profile and is very peculiar. 

Without surprise, the latency suffers when the throughput is higher than 30 Mbit/s and it 
easily reaches hundreds of ms under this condition. The packet loss reaches extremely high 
levels in the two zones with throughput higher than 40 Mbit/s. However, these figures may 
be exaggerated by the low 1000 ms limit defined in the vProbe. 
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Chart 7: Variation of latency with throughput (burst, without RMA). 

 

 
Chart 8: Variation of packet loss with throughput (burst, without RMA). 

3.4 Burst traffic profile with RMA 

When the LTE network is fed with the burst traffic profile, but with the RMA active, the results 
are those shown in Chart 9 and Chart 10. The throughput line is now smoother in the high rate 
zones and the latency is significantly lower: with the exception of those two peaks, latency is 
kept below 100 ms. The packet loss is much lower as well. 
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Chart 9: Variation of latency with throughput (burst, with RMA). 

 

 
Chart 10: Variation of packet loss with throughput (burst, with RMA). 

3.5 HTTP download profile without RMA 

Chart 11 and Chart 12 show the results obtained when the LTE network is exposed to the HTTP 
download traffic profile (which downloads three 1GB files from the vProbe web server). As 
can be seen in the charts, the total throughput during each file download oscillates around 40 
Mbit/s and the latency varies between 200 ms to 300 ms. 

The packet loss is relatively contained. Both the latency and packet loss indicators are better 
than the UDP tests without RMA: this is probably due to the TCP flow and congestion control 
mechanisms. 
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Chart 11: Variation of latency with throughput (HTTP download, without RMA). 

 

 
Chart 12: Variation of packet loss with throughput (HTTP download, without RMA). 

3.6 HTTP download profile with RMA 

When the LTE network is subjected to the HTTP download profile with the RMA active, the 
results are very different, as can be seen in Chart 13 and Chart 14. 

Indeed, the total throughput is much higher, reaching 70 Mbit/s, and the latency is 
expressively lower, with values just above 100 ms. Lower latency values with RMA have 
already been observed in the previous tests; the novelty is this noticeable increase in 
throughput. This can be explained by the congestion control mechanisms of TCP, which refrain 
the throughput under high latency and jitter values. As the RMA keeps latency low, TCP can 
increase the total throughput. 

Concerning packet loss, surprisingly there are more time slots with lost packets. This can be 
explained by the higher throughput permitted by RMA. 
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Chart 13: Variation of latency with throughput (HTTP download, with RMA). 

 

 
Chart 14: Variation of packet loss with throughput (HTTP download, with RMA). 

3.7 OTT HTTP continuous download profile without RMA 

Another facet of this experiment focus on the impact of the RMA and the unavoidable 
resource reduction in the other slice, the OTT QoS tolerant slice. Therefore, two tests have 
been made to measure the effects on a continuous HTTP download traffic profile, one without 
RMA and the other with RMA. 

As it has not been possible to deploy both slices at the same time, the resource allocation 
levels corresponding to the burst profile were logged and then replayed against this OTT slice. 
Thus, the results are the same as if both slices were deployed simultaneously in the NFVI, 
sharing its resources. 

Chart 15 and Chart 16 show what happens when the RMA is not active. Throughput fluctuates 
around 50 Mbit/s and the latency has an average value of 150 ms. Packet loss is sporadic and 
low. 
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Chart 15: Latency and throughput (HTTP continuous download, without RMA). 

 

 

Chart 16: Packet loss and throughput (HTTP continuous download, without RMA). 

3.8 OTT HTTP continuous download profile with RMA 

Chart 17 and Chart 18 present the impact of the RMA on the continuous HTTP download in 
the OTT slice. As can be easily observed, now there are two time periods where the 
throughput decreases and the latency increases. No relevant effects on packet loss are 
observed. 

As will be discussed in section 4.2, this performance degradation is clearly linked with the 
resource depletion performed by RMA on this slice. 
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Chart 17: Latency and throughput (HTTP continuous download, with RMA). 

 

 

Chart 18: Packet loss and throughput (HTTP continuous download, with RMA). 
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4 Discussion 

This section provides a review and a critical analysis of the major findings of this experiment. 

4.1 Performance gains with RMA 

4.1.1 Ramp traffic profile 

Chart 19 illustrates the total throughput obtained when the LTE network is injected with the 
UDP ramp profile, without and with RMA. The gains in throughput are just marginal, and only 
above 45 Mbit/s. 

 

Chart 19: Throughput without and with RMA (ramp profile). 

In Chart 20, improvement in the latency values are clear, particularly after t=1700s. In fact, 
the RMA is able to keep latency below 100 ms, even with high throughputs. Without RMA, the 
latency has enormous fluctuations and peaks with several hundreds of ms are clearly visible. 

Thus, regarding latency, there is no doubt that the RMA is able to ensure relevant advantages. 

 

Chart 20: Latency without and with RMA (ramp profile). 

The packet loss improvements can be observed in Chart 21. The advantage of RMA is evident, 
at least in the high throughput zone. 
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Chart 21: Packet loss without and with RMA (ramp profile). 

4.1.2 Burst traffic profile 

With the burst profile, the throughput advantage is also not clear. As can be seen in Chart 22, 
the only relevant difference seems to be a steadier data rate during the high throughput 
phases. However, there’s a small detail, almost unnoticed, that deserves to be mentioned: in 
the 50 Mbit/s burst (which starts around t=138 s) the burst without RMA ends only several 
seconds after the end of the burst with RMA. This is an indication of extremely high latencies, 
heavy packet buffering and congestion when the RMA is not active. 

 

Chart 22: Throughput without and with RMA (burst profile). 

As expected, Chart 23 shows that the latency levels with RMA are kept well under 100 ms, 
while without RMA, they fluctuate heavily, with peaks of hundreds of ms. 
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Chart 23: Latency without and with RMA (burst profile). 

Regarding packet loss, Chart 24 shows that with RMA it stays under 5%. Without RMA, there 
are peaks over 50% under heavy load. However, it is worth mentioning that the vProbe 
considers that a packet is lost when a reply takes more than 1 s to arrive. Even if it arrives 
later, it still is considered a lost packet. 

 

Chart 24: Packet loss without and with RMA (burst profile). 

4.1.3 HTTP download profile 
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Table 4 and Chart 25 illustrate the differences in the HTTP download performance, without 
and with RMA active. The performance gains with RMA are notorious: 63 Mbit/s versus 38 
Mbit/s, a 64% improvement. Without RMA, the 1GB file download takes about 230 seconds 
to download; with RMA is takes only 134 seconds, 42% less time. 

Thus, there are no doubts that concerning the HTTP download throughput, the RMA improves 
its performance by a relevant margin. 
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Table 4: Packet loss threshold values 

 Without RMA With RMA Improvement 

Average throughput: 38.6 Mbit/s 63.3 Mbit/s 64.1 % 

Average download time: 230.3 s 134.2 s 41.7 % 

 

 

Chart 25: Throughput without and with RMA (HTTP download profile). 

Concerning latency, there are no surprises: as can be observed in Chart 26, with RMA the 
latency is steadier and lower. 

 

Chart 26: Throughput without and with RMA (HTTP download profile). 

With this traffic profile, RMA doesn’t seem to deliver a better packet loss, as can be seen in 
Chart 27. However, this comparison is not totally fair, because when the RMA is active the 
throughput is 64% higher. 
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Chart 27: Packet loss without and with RMA (HTTP download profile). 

4.2 Effects on the OTT QoS tolerant slice 

Chart 28 shows the impact of the RMA on the OTT slice’s throughput, during a continuous 
HTTP download test. The red area represents the amount of resources that the RMA has 
allocated from the OTT slice to the public safety slice, during the burst traffic profile test. The 
percentage is related to the total amount of allocable resources, not to the OTT slice’s total 
resources. 

The degradation in the throughput when the resources are allocated to the public safety slice 
is evident. Notice that when the resources are released back to the OTT slice, the throughput 
quickly returns to the normal values, as expected. 

 

Chart 28: Effects of RMA on the OTT slice’s throughput. 

Regarding latency, Chart 29 demonstrates that when resources are allocated to the public 
safety slice there’s a substantial increase in latency; it almost doubles. Unsurprisingly, when 
the resources are released, the latency drops to the normal values. 
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Chart 29: Effects of RMA in the OTT slice’s latency. 

Table 5 exhibits the average degradation on the OTT slice, measured across the whole time 
frame of the test. The degradation in throughput is relatively low and shouldn’t have a 
relevant impact on most applications. The latency degradation is noticeable and can produce 
a negative impact on some QoS sensible applications such as VoIP applications. However, QoS 
tolerant applications should continue to run smoothly when RMA is active. 

Table 5: Degradation levels on the OTT slice. 

 Without RMA With RMA Degradation 

Average throughput: 50.7 Mbit/s 45.2 Mbit/s 10.8 % 

Average latency: 148.2 ms 196.8 ms s 32.7 % 

4.3 Conclusions 

With symmetric UDP traffic profiles, the RMA has only a small positive impact on the 
throughput, however without RMA the throughput fluctuates heavily under high load. This 
strong fluctuation is an indication of high levels of packet buffering and lack of CPU capacity 
to deal with it on time. The RMA successfully eliminates this fluctuation. 

Regarding packet loss, RMA can significantly reduce its levels, especially under heavy load. In 
the case of latency, RMA gains are much more evident: under heavy load, without RMA strong 
fluctuations with peaks of several hundred milliseconds are usual, but with RMA latency is 
kept under control. 

With HTTP/TCP traffic profiles, the RMA allows a strong increase in throughput. This 
improvement is mainly related with the TCP congestion and flow control, which benefits from 
the low levels of latency provided by the RMA. There are no significant advantages concerning 
packet loss, because without RMA the TCP protocol itself automatically reduces the packet 
rate when it detects packet loss. 

The RMA negatively affects the other network slice. The unavoidable degradation in 
throughput and latency is induced by the reduction of resources available for this slice. 
However, the degradation levels are not extreme and QoS tolerant applications will continue 
to run without significant negative impacts on the quality of experience. 
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The main conclusion of this experiment is that in NFV scenarios with two concurrent network 
slices sharing the same NFVI, dynamic allocation of resources based on QoS parameters 
observed by vProbes is indeed an effective strategy to improve the network performance of 
the priority slice when it is subjected to heavy load. 
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