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1 PUBLISHABLE SUMMARY 

The B-Model experiment uses the FIESTA platform to gather large volumes of IoT 
observations, which are then used to validate advanced Machine Learning algorithms 
for the prediction of energy consumption in office buildings and data centres. 

The experiment uses data from two different testbeds: 

• Real DC: a data centre with very high-power consumption, where energy 

consumption depends mostly on computing resources’ usage, cooling needs 

and weather; 

• Smart ICS: an office environment with personal monitoring of energy usage, 

where energy consumption depends mostly on human occupancy. 

To feed the prediction algorithms with multidomain data, this experiment collects 
heterogeneous data, such as historical energy consumption, cooling temperature, 
outdoor weather and building’s occupancy across the RealDC and the SmartICS 
testbeds. 

Two forecast algorithms for energy consumption have been implemented and 
validated in this experiment: Deep Learning LSTM (Long Short-Term Memory) 
univariate and multi-variate models. This experiment has shown that the multi-variate 
model outperforms the univariate model because is able to exploit underlay 
correlations between IoT data coming from heterogenous sources. 

A dashboard with a set of visualization tools helps to understand these environments, 
the associated energy consumption and the performance of these two different 
predictive algorithms. 

This experiment is also validating some key features of the FIESTA platform, namely: 

• Testbed-agnostic access to different resources, which means that the hosting 
testbed is irrelevant to the resource access method; 

• Unique platform entry point, which means that all the resources of FIESTA-IoT 
platform are only accessible through the only entry point with a validated set of 
credentials. 

Thanks to this experiment, ALLBESMART will kick off the development of new 
products for smart buildings and operational intelligence derived from the analysis of 
data integrated across multiple and heterogeneous IoT data streams. 
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2 INTRODUCTION 

2.1 Motivation and objectives 

Motivation  

Energy efficiency in buildings and cloud data canters (DCs) infrastructures has attained 
a key importance in recent years due to its high economic, environmental, and 
performance impact.  

A typical largescale building or a DC generates millions of data points across hundreds 
of sensors every day, yet this data is rarely used for applications other than monitoring 
purposes. Advances in data analytics create a large opportunity for IoT to guide best 
practice and improve the energy efficiency of buildings and data centres. 

Accurate energy forecasting models is a key element of the infrastructure control and 
optimization process. The prediction of energy usage in buildings and modelling the 
nonlinear behaviour of the corresponding energy system, are complex tasks due to 
influential factors such as weather variables, building construction, thermal properties 
of the physical materials, occupants’ activities and end-users' behaviours.  

Given the complexity of operations and the abundance of existing monitoring data, 
Machine Learning is well suited for modelling the building behaviour. A Machine 
Learning approach leverages the plethora of existing IoT sensor data to develop a 
mathematical model that understands the relationships between operational 
parameters and the holistic energy consumption.  

Most of the research work done in prediction of energy consumption in buildings and 
data centres uses only a single time series data, i.e. the historical energy consumption 
records. With more IoT sensors available in this kind of infrastructures and more time 
series data being gathered, such as local weather parameters, solar radiation, indoor 
temperature and building occupancy level, the accuracy of the predictive models of 
energy consumption can be improved using multivariate prediction models. However, 
IoT subsystems are usually designed in a vertical logic and structured in independent 
and closed areas (“IoT silos”) which makes difficult access to heterogeneous sensing 
data to test the performance of advanced predictive models that combines 
heterogeneous sources of data.  

The B-MODEL experiment exploits the semantic interoperability provided by FIESTA-
IoT to overcome this challenge. This experiment is structured in two Use Cases:  

• Use Case 1: Modelling and prediction of energy consumption in a DC using the 
RealDC testbed  

• Use Case 2: Modelling and prediction of energy consumption in an office 
building using the SmartICS testbed. 

 

The two Use Cases and their associated objectives are detailed in the following. 

 

Use Case 1 [RealDC] 

Data centres (DC) are the backbone of today’s Internet and cloud computing systems. 
A typical data center may consume as much energy as 25000 households. Data center 
spaces may consume up to 100 to 200 times as much electricity as standard office 
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space [2]. Furthermore, the energy costs of powering a typical data centre doubles 
every five years [3]. Due to these reasons data centre energy efficiency is now 
considered chief concern for data centre operators, ahead of the traditional 
considerations of availability and security. The energy consumed by a DC can be 
broadly categorized into two parts: energy use by IT equipment (e.g., servers, 
networks, storage, etc.) and usage by infrastructure facilities (e.g., cooling and power 
conditioning systems). The cooling infrastructure consumes a major portion of the data 
centre energy followed by servers and storage, and other infrastructure elements. 

In this context, accurate energy consumption models are very important for many 
energy efficiency schemes employed in DCs. An energy model can be used as the 
basis for predicting the component or system’s energy consumption. Such predictions 
can then be used to improve the energy efficiency of the DC, for example by 
incorporating the model into techniques such as temperature or energy aware 
scheduling, dynamic voltage frequency scaling, resource virtualization, switching to 
low-power states, power capping, or even completely shutting down unused servers, 
etc. to make DCs more energy efficient.  
A modern largescale DC has a wide variety of mechanical and electrical equipment, 
along with their associated set points and control schemes. The interactions between 
these systems and various feedback loops make it difficult to accurately predict DC 
power consumption using analytical models. For example, a simple change to the cold 
aisle temperature set point will produce load variations in the cooling infrastructure 
(chillers, cooling towers, heat exchangers, pumps, etc.), which in turn cause nonlinear 
changes in equipment efficiency. Ambient weather conditions and equipment controls 
will also impact the resulting DC power consumption. 

The main objective of Use case 1 is to investigate and validate advanced predictive 
models for energy consumption in DCs. For this Use case, heterogeneous data, such 
as historical energy consumption for different components of the data centre, cooling 
temperature and outdoor weather are collected across the RealDC tesbed using 
dozens of sensors. 

Use Case 2 [SmartICS] 

Many factors govern the energy behaviour of a building such as weather conditions, 
occupancy schedule, thermal properties of building materials, complex interactions of 
the energy systems like HVAC and lighting etc. Data driven techniques for building 
energy analysis has received a remarkable amount of attention from researchers. A 
recent survey on forecasting techniques for building energy consumption is available 
in [5]. 

In this context, the main objective of this Use case 2 is to investigate and validate 
advanced predictive models for energy consumption in an office building. For this Use 
case, heterogeneous data, such as historical energy consumption, building occupancy 
and indoor ambient environment are collected across the SmartICS testbed using 
hundreds of sensors. 
This experiment would have not been able to be carried out without the FIESTA-IoT 
platform because ALLBESMART as a SME, doesn’t have access to power 
consumption measurements data sets. In particular, information from Data Centres is 
very hard to obtain due to commercial and confidentiality issues. 
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2.2 Progress summary 

In this experiment we have tested machine learning models for prediction of energy 
consumption that combines energy time series with other IoT data streams for two 
scenarios: 

o RealDC: historic power consumption in different elements of the DC, weather 
conditions and cooling temperature;  

o SmartICS: historic power consumption, building’s occupancy and ambient 
environment. 

Figure 1 shows an example of the B-MODEL experiment’s dashboard and Figure 3 
illustrates the Smart ICS’s heatmap. Figure 3 shows the video hosted in YouTube, 
which can be used to learn how to use the dashboard. 

Two machine learning predictive models for energy consumption in buildings were 
validated in terms of statistical accuracy: Deep Learning LSTM (Long Short-Term 
Memory) univariate and multi-variate. 

A dashboard with a set of visualization tools was developed to help to understand each 
testing environment and associated energy consumption. A web provides a digital 
representation of the data centre and the office building with direct observed IoT data 
(energy consumption, weather parameters, building occupancy heat maps, etc), and 
inferred data patterns such as the energy consumption prediction for the next day and 
next week.  

Note that the dashboard requests samples from two different testbeds and generates 
an integrated view, thereby exploring testbed-agnostic access to data, which is a key 
FIESTA-IoT feature. 

 

Figure 1  - Print screen of the B-MODEL webpage ( http://energy-iot.ipcb.pt/bmodel/ ) . 

 

http://energy-iot.ipcb.pt/bmodel/
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Figure 2 - Occupancy heatmap measured in the SmartICS office environment. 

 

 

Figure 3 - B-MODEL showcase video in Youtube ( https://youtu.be/J-JRFp3nH0c ). 

 

In summary, the B-MODEL experiment has tested an innovative approach compared 
to the existing research work because it combines data from heterogeneous sensors 
(“data silos”) and has applied advanced machine learning techniques for predictive 
energy consumption considering deep learning and multivariate analysis. 

 

https://youtu.be/J-JRFp3nH0c
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3 EXPERIMENT EXECUTION DESCRIPTION 

3.1 Experiment Development and Integration 

In order to fulfil the objectives of B-MODEL the experiment is structured into six work 
packages (WP). In the following we present the main activities and outcome of each 
WP. 

WP1- Design of the experiment [M1] 
The first step of WP1 was to learn the most about the FIESTA architecture, models, 
platform, and especially the available Application Programming Interfaces (API). After 
a thorough reading of the FIESTA documentation and examples, the main concepts 
were understood, and the experiment design finally began. 

Of the various available API to interface with the FIESTA platform, the direct API has 
been chosen, because in our opinion it’s the most flexible and controllable way to 
interface with the platform. Therefore, this experiment integrates into FIESTA through 
the IoT registry API direct interaction, as can be seen in Figure 4. 

 

Figure 4 - B-MODEL integrated in the FIESTA-IoT architecture 

Before designing the experiment’s architecture, some fundamental questions had to 
be addressed: 

B-Model

Experiment

IoT-registry API 

direct interaction
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• What are the quantity kinds (qk) that each testbed is sensing and reporting? 

• How many sensors do the testbeds have for each qk? 

• What’s the periodicity of the observations? 

• What type of energy consumption is being reported? 

• Which observations are relevant for the energy consumption? 

• Which subset of observations should be retrieved from the platform to deploy 
the experiment? 

The platform’s tool “testbed monitoring” has been initially used to browse the testbed’s 
resources and some of these questions were quickly answered. However, to obtain 
more specific results, the ontology and the IoT registry had to be mastered. In fact, 
after having a thorough knowledge of the resource and observation graphs, the direct 
interaction with the IoT registry proved to be the most flexible and powerful tool to 
extract information from the platform. 

Concerning the questions above (which are answered in detail in WP2), one of the 
main conclusions was that the experiment would have to deal with hundreds of different 
sensors and thousands of observations per hour. Furthermore, the prediction 
algorithms which were chosen to this experiment need long time series of historical 
data, which are difficult to get efficiently from the platform, due to its time slice graph 
strategy. These facts led to the decision of using a local database to store temporary 
information, which is the focal point of our experiment’s architecture, as can be seen 
in Figure 5. 

 

Figure 5 - B-MODEL experiment’s architecture 

The main idea of this architecture is to isolate the prediction models from the FIESTA 
platform, to overcome performance and duplicate requests issues. Therefore, a 
background process has the responsibility of periodically updating the local database 
to mirror the data that is relevant for the experiment. This process uses SPARQL 
requests to download only new observations from the FIESTA IoT registry to the local 
database, thus avoiding overwhelming the platform with duplicate requests. 

This database is the focal point of the experiment. It feeds not only the prediction 
models but also the dashboard, which must be able to show current and past time 
series of observations from key sensors. Without this local database, it would take 
hours just to download the time series of observations to show in the dashboard. 

Experiment’s core

Fiesta 

platform Local Database

IoT Registry

Direct

Interaction

(SPARQL)

Prediction

Model 2

Apache

Web

Server

Prediction

Model 1
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WP2-Executing the experiment [M2-M5] 

The parametrization of the experiment has been shaped by the questions raised in 
WP1, therefore they had to be addressed before starting the experiment. 

The first and most important question was: “What are the quantity kinds (qk) that each 
testbed is sensing and reporting?”. The answer to this question is crucial for the 
experiment, because the multivariate prediction model requires information from 
multiple domains, including weather data. 

To get the answer, the Direct API to the IoT registry (resource graph) has been used 
with the following SPARQL query:  

SPARQL query to discover Real DC observed quantity kinds (qk) 

Prefix ssn: <http://purl.oclc.org/NET/ssnx/ssn#>  
Prefix iot-lite: <http://purl.oclc.org/NET/UNIS/fiware/iot-lite#>  
Prefix dul: <http://www.loa.istc.cnr.it/ontologies/DUL.owl#>  
Prefix geo: <http://www.w3.org/2003/01/geo/wgs84_pos#> 
Prefix time: <http://www.w3.org/2006/time#> 
PREFIX rdf:  <http://www.w3.org/1999/02/22-rdf-syntax-ns#> 
Prefix m3-lite: <http://purl.org/iot/vocab/m3-lite#> 
Prefix xsd: <http://www.w3.org/2001/XMLSchema#> 
select DISTINCT ?qk ?unit 
where { 
 { 
      ?dev ssn:hasDeployment ?deployment . 
      ?dev rdf:type ?type . 
      ?dev ssn:onPlatform ?platform . 
      ?platform geo:location ?point . 
      ?point geo:lat ?lat . 
      VALUES ?lat {5.2254E1} 
      ?point geo:long ?long . 
      ?dev ssn:hasSubSystem ?sensor . 
      ?sensor iot-lite:hasQuantityKind ?qkr . 
      ?qkr rdf:type ?qk . 
      ?sensor iot-lite:hasUnit ?unitr . 
      ?unitr rdf:type ?unit . 
 } 
    UNION 
    { 
      ?sensor ssn:onPlatform ?platform . 
      ?platform geo:location ?point . 
      ?point geo:lat ?lat . 
      VALUES ?lat {5.2254E1} 
      ?point geo:long ?long . 
      ?sensor iot-lite:hasQuantityKind ?qkr . 
      ?qkr rdf:type ?qk . 
      ?sensor iot-lite:hasUnit ?unitr . 
      ?unitr rdf:type ?unit . 
 }   
} 

The response to this query was: 

{ 
    "vars": [ 
        "qk", 
        "unit" 
    ], 
    "items": [ 
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        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#AirTemperature", 
            "unit": "http://purl.org/iot/vocab/m3-lite#DegreeCelsius" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#WaterTemperature", 
            "unit": "http://purl.org/iot/vocab/m3-lite#DegreeCelsius" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#ElectricCurrent", 
            "unit": "http://purl.org/iot/vocab/m3-lite#Milliampere" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#ReactivePower", 
            "unit": "http://purl.org/iot/vocab/m3-lite#VoltAmpereReactive" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#Voltage", 
            "unit": "http://purl.org/iot/vocab/m3-lite#Millivolt" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#ActivePower", 
            "unit": "http://purl.org/iot/vocab/m3-lite#Watt" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#Frequency", 
            "unit": "http://purl.org/iot/vocab/m3-lite#Hertz" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#Rainfall", 
            "unit": "http://purl.org/iot/vocab/m3-lite#Millilitre" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#WindChill", 
            "unit": "http://purl.org/iot/vocab/m3-lite#DegreeCelsius" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#WindSpeed", 
            "unit": "http://purl.org/iot/vocab/m3-lite#KilometrePerHour" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#AtmosphericPressure", 
            "unit": "http://purl.org/iot/vocab/m3-lite#Pascal" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#WindDirection", 
            "unit": "http://purl.org/iot/vocab/m3-lite#DirectionAzimuth" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#DewPointTemperature", 
            "unit": "http://purl.org/iot/vocab/m3-lite#DegreeCelsius" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#RelativeHumidity", 
            "unit": "http://purl.org/iot/vocab/m3-lite#Percent" 
        } 
    ] 
} 
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From all these qk, only the ones in bold have been selected for the experiment; the 
others have been discarded due to its expected irrelevance concerning the data 
center’s energy consumption.  

Next, it was important to know the number of sensors of each relevant qk. To do so, 
the following SPARQL query has been created. Notice how the VALUES clause is 
used to restrict the results to relevant qk only. 

SPARQL query to count the number of sensors of each qk (Real DC) 

Prefix ssn: <http://purl.oclc.org/NET/ssnx/ssn#>  
Prefix iot-lite: <http://purl.oclc.org/NET/UNIS/fiware/iot-lite#>  
Prefix dul: <http://www.loa.istc.cnr.it/ontologies/DUL.owl#>  
Prefix geo: <http://www.w3.org/2003/01/geo/wgs84_pos#> 
Prefix time: <http://www.w3.org/2006/time#> 
PREFIX rdf:  <http://www.w3.org/1999/02/22-rdf-syntax-ns#> 
Prefix m3-lite: <http://purl.org/iot/vocab/m3-lite#> 
Prefix xsd: <http://www.w3.org/2001/XMLSchema#> 
select ?qk (COUNT(DISTINCT ?sensor) as ?sens) 
where { 
 { 
      ?dev ssn:hasDeployment ?deployment . 
      ?dev rdf:type ?type . 
      ?dev ssn:onPlatform ?platform . 
      ?platform geo:location ?point . 
      ?point geo:lat ?lat . 
      VALUES ?lat {5.2254E1} 
      ?point geo:long ?long . 
      ?dev ssn:hasSubSystem ?sensor . 
      ?sensor iot-lite:hasQuantityKind ?qkr . 
      ?qkr rdf:type ?qk . 
      VALUES ?qk {m3-lite:ActivePower m3-lite:AirTemperature m3-lite:Rainfall 
m3-lite:WaterTemperature m3-lite:WindChill m3-lite:WindSpeed m3-
lite:RelativeHumidity } 
      ?sensor iot-lite:hasUnit ?unitr . 
      ?unitr rdf:type ?unit . 
 } 
    UNION 
    { 
      ?sensor ssn:onPlatform ?platform . 
      ?platform geo:location ?point . 
      ?point geo:lat ?lat . 
      VALUES ?lat {5.2254E1} 
      ?point geo:long ?long . 
      ?sensor iot-lite:hasQuantityKind ?qkr . 
      ?qkr rdf:type ?qk . 
      VALUES ?qk {m3-lite:ActivePower m3-lite:AirTemperature m3-lite:Rainfall 
m3-lite:WaterTemperature m3-lite:WindChill m3-lite:WindSpeed m3-
lite:RelativeHumidity } 
      ?sensor iot-lite:hasUnit ?unitr . 
      ?unitr rdf:type ?unit . 
 }   
} GROUP BY ?qk 

 

The response to this query was: 

{ 
    "vars": [ 
        "qk", 
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        "sens" 
    ], 
    "items": [ 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#AirTemperature", 
            "sens": "33^^http://www.w3.org/2001/XMLSchema#integer" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#Rainfall", 
            "sens": "1^^http://www.w3.org/2001/XMLSchema#integer" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#RelativeHumidity", 
            "sens": "1^^http://www.w3.org/2001/XMLSchema#integer" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#ActivePower", 
            "sens": "249^^http://www.w3.org/2001/XMLSchema#integer" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#WaterTemperature", 
            "sens": "32^^http://www.w3.org/2001/XMLSchema#integer" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#WindChill", 
            "sens": "1^^http://www.w3.org/2001/XMLSchema#integer" 
        }, 
        { 
            "qk": "http://purl.org/iot/vocab/m3-lite#WindSpeed", 
            "sens": "1^^http://www.w3.org/2001/XMLSchema#integer" 
        } 
    ] 
} 

As can be observed in the above response, there are 249 different sensors measuring 
Active Power, and due to the agnostic nature of the FIESTA platform, it’s not easy to 
identify its specific features: from the experimenter point of view they all are simply 
“Active Power” sensors. Fortunately, the Real DC testbed provided the information 
about the specific sensor which is measuring the entire building’s energy consumption 
and that’s the only sensor that is being used in the experiment. Other specific sensor 
information, such as which sensor was measuring the external temperature, was also 
provided by the testbed’s responsible person. 

After collecting this specific information about the testbed’s sensors, the following 
variables have been chosen to feed the multivariate prediction model: 
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Table I: Variables used in the experiment (Real DC) 

 

Variable 

 

m3-lite qk 

 

Sensors 

Building’s consumption ActivePower Single sensor 

Internal temperature AirTemperature Average of multiple sensors 

External temperature AirTemperature Single sensor 

Wind speed WindSpeed Single sensor 

Wind chill WindChill Single sensor 

Humidity RelativeHumidity Single sensor 

Water temperature #1 WaterTemperature Average of multiple sensors 

Water temperature #2 WaterTemperature Average of multiple sensors 

Rainfall Rainfall Single sensor 

The final question to be answered concerns observation periodicity. The initial idea of 
the experiment has been to forecast power consumption in one-hour time slices, which 
requires at least one observation every hour. However, more observations per hour 
would increase the information precision and the experiment’s resilience to sporadic 
missing observations. 

To check observation periodicity, the following SPARQL query has been used, with all 
the relevant sensors (only one is shown – power consumption sensor, for example 
purposes): 

SPARQL query to check the observation’s periodicity (Real DC) 

Prefix ssn: <http://purl.oclc.org/NET/ssnx/ssn#>  
Prefix iotlite: <http://purl.oclc.org/NET/UNIS/fiware/iot-lite#>  
Prefix dul: <http://www.loa.istc.cnr.it/ontologies/DUL.owl#>  
Prefix geo: <http://www.w3.org/2003/01/geo/wgs84_pos#> 
Prefix time: <http://www.w3.org/2006/time#> 
PREFIX rdf:  <http://www.w3.org/1999/02/22-rdf-syntax-ns#> 
Prefix m3-lite: <http://purl.org/iot/vocab/m3-lite#> 
Prefix xsd: <http://www.w3.org/2001/XMLSchema#> 
select ?datetime 
where {  
    ?o a ssn:Observation. 
    ?o ssn:observedBy ?sensorID.    
    VALUES ?sensorID {<https://platform.fiesta-iot.eu/iot-
registry/api/resources/zunZKcTrF-
80SQhd49lRmbHvXFMqXaAUv8Zik6URjWs2rykJWfj_xx3SgUUVsXi8cnDKOebmGFTCLv4866gSTymPr7
uaVlkKfFmbPfUtxnXZwB7MfvDQJWTGevvQBxay>} 
    ?o ssn:observedProperty/rdf:type ?qk. 
    ?o ssn:observationSamplingTime ?t.  
    ?o geo:location ?point.  
    ?point geo:lat ?latitude.  
    ?point geo:long ?longitude.  
    ?t time:inXSDDateTime ?datetime.  
    ?o ssn:observationResult ?or.  
    ?or  ssn:hasValue ?v.  
    ?v iotlite:hasUnit/rdf:type ?unit. 
    ?v dul:hasDataValue ?value. 
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    VALUES ?latitude {5.2254E1} 
     
} order by ?datetime 

The result of this query, sent to a two-hour time-slice graph for 2018 March 1, was: 

{ 
    "vars": [ 
        "datetime" 
    ], 
    "items": [ 
        { 
            "datetime": "2018-03-
01T15:20:00Z^^http://www.w3.org/2001/XMLSchema#dateTime" 
        }, 
        { 
            "datetime": "2018-03-
01T15:35:00Z^^http://www.w3.org/2001/XMLSchema#dateTime" 
        }, 
        { 
            "datetime": "2018-03-
01T15:50:00Z^^http://www.w3.org/2001/XMLSchema#dateTime" 
        }, 
        { 
            "datetime": "2018-03-
01T16:05:00Z^^http://www.w3.org/2001/XMLSchema#dateTime" 
        }, 
        { 
            "datetime": "2018-03-
01T16:20:00Z^^http://www.w3.org/2001/XMLSchema#dateTime" 
        }, 
        { 
            "datetime": "2018-03-
01T16:35:00Z^^http://www.w3.org/2001/XMLSchema#dateTime" 
        }, 
        { 
            "datetime": "2018-03-
01T16:50:00Z^^http://www.w3.org/2001/XMLSchema#dateTime" 
        }, 
        { 
            "datetime": "2018-03-
01T17:05:00Z^^http://www.w3.org/2001/XMLSchema#dateTime" 
        } 
    ] 
} 

The result of the query showed that a new observation from this sensor was being sent 
every 15 minutes (4 observations per hour). Similar queries using other sensors 
showed the same results. 

Curiously, the same queries sent to older graphs (for example, January 2018) show a 
period of only 5 minutes between observations. Anyway, 4 observations per hour is 
more than enough to feed our multivariate prediction model, because its own time 
resolution has been set on one hour. 

A similar procedure has been applied to the Smart ICS testbed, and besides the 
different GPS coordinates of resources and observations, the SPARQL queries were 
pretty much the same, proving the agnostic feature of the platform. 
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B-MODEL’s machine learning algorithms 

Machine learning is a kind of artificial intelligence that provides systems with the ability 
to learn without being explicitly programmed. Machine learning focuses on developing 
computer programs that can change when exposed to new data. The algorithms use 
data to detect patterns and adjust program actions accordingly. Typically, these 
algorithms can be categorized as being supervised, unsupervised or reinforcement 
learning. Supervised algorithms can apply what has been learned to new data. 
Unsupervised algorithms can draw inferences from datasets. In reinforcement learning 
the algorithm learns a policy of how to act given an observation of the world. Every 
action has some impact in the environment, and the environment provides feedback 
that guides the learning algorithm. 

Machine learning techniques applied to time series forecasting typically use Support 
Vector Machines or Artificial Neural Networks (ANN) [8]. The most common type of 
ANNs is a multilayer perceptron that forecasts a profile using previous data. A Deep 
Neural Network (DNN) [9] is an ANN with more layers than the typical three layers of 
MLP. The deep structure increases the feature abstraction capability of neural 
networks. Deep learning algorithms use multiple-layer architectures to extract intrinsic 
features in data. Figure 6 and Figure 7, illustrate architectures for ANN and DNN. 

 

Figure 6 – Artificial neural network architecture (perceptron node) 

 

Figure 7 – Deep Neural Network architecture 

The deep learning methods implemented in this experiment use Recurrent Neural 
Network (RNN) following a LSTM model (Long Short-Term Memory) [9].  

In classical RNNs, during the gradient back-propagation phase, the gradient signal can 
end up being multiplied many times (as many as the number of timesteps) by the 
weight matrix associated with the connections between the neurons of the recurrent 
hidden layer. This means that, the magnitude of weights in the transition matrix can 
have a strong impact on the learning process. If the weights in this matrix are small 
(i.e., if the leading eigenvalue of the weight matrix is smaller than 1.0), it can lead to a 
situation called vanishing gradients, where the gradient signal gets so small that 
learning either becomes very slow or stops working altogether. It can also make more 
difficult the task of learning long-term dependencies in the data. Conversely, if the 
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weights in this matrix are large (i.e., if the leading eigenvalue of the weight matrix is 
larger than 1.0), it can lead to a situation where the gradient signal is so large that it 
can cause learning to diverge. This is often referred to as exploding gradients. These 
issues are the main motivation behind the LSTM model which introduces a structure 
called a memory cell as illustrated in Figure 8. 

 

 

Figure 8 - LSTM memory cell, with input, output and forget gates. 

A memory cell is composed of four main elements: an input gate, a neuron with a self-
recurrent connection (a connection to itself), a forget gate and an output gate. The self-
recurrent connection has a weight of 1.0 and ensures that, barring any outside 
interference, the state of a memory cell can remain constant from one timestep to 
another. The gates serve to modulate the interactions between the memory cell itself 
and its environment. The input gate can allow incoming signal to alter the state of the 
memory cell or block it. On the other hand, the output gate can allow the state of the 
memory cell to influence other neurons or prevent it. Finally, the forget gate can 
modulate the memory cell’s self-recurrent connection, allowing the cell to remember or 
forget its previous state, as needed. 

In LSTM, the update of a memory cells layer at every timestep t, follows the steps:  

1.) Compute the values for 𝑖𝑡, the input gate, and 𝐶�̃� the candidate value for the 
states of the memory cells at time t: 

𝑖𝑡 = 𝜎(𝑊𝑖𝑥𝑡 + 𝑈𝑖ℎ𝑡−1 + 𝑏𝑖 ) 

𝐶�̃� = 𝑡𝑎𝑛ℎ(𝑊𝑐𝑥𝑡 + 𝑈𝑐ℎ𝑡−1 + 𝑏𝑐 ) 

2.) Compute the value for 𝒇𝒕, the activation of the memory cells forgets the gates 
at time t: 

𝑓𝑡 = 𝜎(𝑊𝑓𝑥𝑡 + 𝑈𝑓ℎ𝑡−1 + 𝑏𝑓 ) 

3.) Given the value of the input gate activation 𝑖𝑡, the forget gate activation 𝑓𝑡 and 

the candidate state value 𝐶�̃�, we can compute 𝐶𝑡 the memory cells’ new state at 
time 𝑡: 

𝐶𝑡 = 𝑖𝑡 ∗ 𝐶�̃� + 𝑓𝑡 ∗ 𝐶𝑡−1 

4.) With the new state of the memory cells, we can compute the value of their output 
gates and subsequently their outputs: 

𝑂𝑡 = 𝜎(𝑊𝑂𝑥𝑡 + 𝑊𝑂ℎ𝑡−1 + 𝑉𝑂𝐶𝑡 + 𝑏𝑂) 

ℎ𝑡 = 𝑂𝑡 ∗ tanh (𝐶𝑡) 
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where 𝑥𝑡 is the input of the memory cell layer at time 𝑡. 𝑊𝑖 , 𝑊𝑓 , 𝑊𝐶 , 𝑊𝑂 , 𝑈𝑖, 𝑈𝑓 , 𝑈𝐶 , 𝑈𝑂 and 

𝑉𝑂 are weight matrices. 𝑏𝑖, 𝑏𝑓 , 𝑏𝑐 and 𝑏𝑂 are bias vectors. 

The deep learning models implemented has a LSTM layer followed by an average 
pooling and a logistic regression layer as illustrated in Figure 9. Thus, from an input 
sequence 𝑥0, 𝑥1, … , 𝑥𝑛, the memory cells in the LSTM layer will produce a 
representation sequence ℎ0, ℎ1, … , ℎ𝑛. This representation sequence is then averaged 
over all timesteps resulting in representation h. Finally, this representation is fed to a 
logistic regression layer whose target is the class label associated with the input 
sequence.  

The deep learning LSTM methods, univariate and multivariate were implemented 
based on the TensorFlow framework [10]. 

 

 

Figure 9 – The forecast model is a LSTM layer followed by mean pooling over time 
and logistic regression. 

B-MODEL dashboard  

In our proposal, we have mentioned that a dashboard with a set of visualization tools 
would be designed and deployed to help to understand the environments, the 
associated energy consumption and the performance of different predictive algorithms. 

These general ideas were refined, and the following requirements have been produced 
regarding the dashboard: 

• It should be able to show both testbeds simultaneously; 

• For each testbed, the main chart should show the power consumption of the last 
few days and also the predictions made by both models for that period; 

• For each testbed, two charts should show the forecasts for, respectively, the 
current day and current week. These charts should also allow the comparison 
of the ongoing real power consumption with the forecasted values by both 
prediction models. 
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• For each testbed, two gauges should show the percentage of energy spent on 
the current day and current week, relative to the forecasted values. 

• For each testbed, it should show time series of all the variables that feed the 
multivariate prediction model; 

• In the case of the Smart ICS testbed, a floor plan should be presented, with a 
heatmap showing the human occupancy in the building. 

The dashboard that resulted from these requirements can be seen in Figure 10. 

 

Figure 10 – The experiment’s dashboard 

The interface has been built to be very intuitive. As it is clearly visible in the figure, the 
interface’s space has been divided into two separate columns, one for each testbed: 
on the left, the Real DC testbed; on the right, the Smart ICS testbed. 
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Figure 11 – The Real DC’s dashboard 

 

Figure 11 shows the Real DC’ dashboard. The power charts follow a coherent choice 
of colours: green always represents real power consumption, red represents the 
univariate model’s predictions and blue represents the multivariate model’s 
predictions. This is valid for both the testbeds. 

The Smart ICS’ dashboard, which is shown in Figure 12, is slightly different: is has 
fewer variables but includes a heatmap that displays the distribution of human activity 
along the 3 floors of the testbed’s building. Bluish/greenish colours indicate low activity 
while reddish/yellowish indicate high activity. 

The Smart ICS’ floor plans are real, taken from the FIESTA documentation [6] and the 
colours reflect real human activity inferred from the testbed’s movement sensors’ 
readings. However, as the exact location of each sensor is not known (they all share 
the same GPS coordinates), they were randomly distributed across the 3 floors, 
positioned on the desks known to have a box with this type of sensor. This means that 
the heat zones displayed on the floor plan may not match the exact location of the 
sensors that sensed the movement, however this exercise shows the potential of the 
platform. 
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Figure 12 – The smart ICS’ dashboard 

Both testbeds have an area where the user can monitor the power consumption for the 
current day and current week. This is the most important feature of the dashboard, 
thus justifies a thorough description. Figure 13 shows an example of the current day 
power consumption monitoring, with labels explaining some key features. 

 

Figure 13 – Today’s energy consumption monitoring 

The chart on the left displays the evolution of the energy consumption along the day, 
together with the predictions of both models. The real energy consumption is displayed 
as a green area; the prediction of the univariate model is the red line and the blue line 
corresponds to the prediction of the multivariate model. This chart is useful to compare 
the predictions with the real energy consumption. 

Between this chart and the gauge on the right, some statistic values are also displayed: 
the day’s total consumed energy until now (green text); the total energy that should 
have been consumed until now according with the prediction models (blue text: 
multivariate model; red text: univariate model) and the RMSE for both prediction 
models. This RMSE is calculated for the period between 0H00 and the current time. 
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Finally, the gauge on the right shows the current performance of energy consumption 
relatively to the estimated total energy consumption for the whole day. The blue stripe 
represents the expected percentage of consumed energy until the current time, while 
the green dial represents the actual consumed energy until the current time. If the 
green dial is ahead the blue stripe, this means that the consumption until now is greater 
than expected, otherwise, if the dial is behind the blue stripe, it means that the real 
consumption until now is below the predicted value. Both percentages are calculated 
against the total predicted power consumption for the day. The “This week” dashboard 
performs a similar analysis, but on a weekly basis. 

WP3- Analysis [M2-M6] 

In this WP we have analysed the performance of the predictive models for energy 
consumption in terms of statistical accuracy, complexity and training data required 
using at least two years of observed data. Extract insights about the correlation 
between energy consumption levels, weather conditions, occupancy, etc. The results 
are presented in Section 3.2 of this report. 
 
FIESTA tools validated in this experiment: 

• OpenAM: the experiment has easily implemented the usage of the API offered 
of the OpenAM server deployed by FIESTA-IoT for accessing the FIESTA-IoT 
functionalities; 

• Testbed Monitoring: this tool has been used in the first stages of the experiment 
to gather information about each testbed’s coordinates, monitored phenomena 
and number of sensors; 

• IoT-Registry – resources: the experiment can easily get the list of the wanted 
IoT resources within one single request; 

• IoT-Registry -observations: the experiment can easily get the list of the wanted 
observations within one single request. 

WP4- Showcase 

A user-friendly dashboard shows the real time status of the two buildings (RealDC and 
SmartICS), including several sensors data and the outcome of the power consumption 
forecast models. A Toutube video showcasing the dashboard is available in the link: 
https://youtu.be/J-JRFp3nH0c  

WP5-Dissemination 

• A video has been produced and published in Youtube to operate the B-MODEL 
dashboard. 

• A face-to-face meeting is scheduled with ALTICE, the owner of the PT Data 
Center in Covilha (Portugal) on the 10th April 2018. The objective of the meeting 
is to share the experiment results and get feedback. 

• The scientific paper “Deep learning for prediction of energy consumption in 
buildings and data centres”, was submitted to the Workshop on Mathematical 

https://youtu.be/J-JRFp3nH0c
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Tools for IoT Networks Modeling, organized under the IEEE International 
Symposium on Personal, Indoor and Mobile Radio Communications, 9-12 
September 2018 – Bologna, Italy. 

WP6- Final report, code and documentation 

In this WP we have produce this report describing a detailed technical specification of 
the B-MODEL experiment and use cases. It also includes the results, subsequent 
analysis and the evaluation of the use of the RealDC and SmartICS testbeds and tools 
including feedback on user experience. 
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3.2 Experiment Final Result and Conclusion 

The B-MODEL experiment has provided an innovative approach compared to the 
existing research work because it combines data from heterogeneous sensors (“data 
silos”) and apply advanced machine learning techniques for predictive energy 
consumption considering multivariate analysis. 

The algorithms to forecast energy consumption, based on the Deep Learning LSTM 
model were validated for the RealDC and SmartICS testbeds. Table I highlights the 
variables used by the multivariate model for each testbed.  

TABLE I.  Variables used by the deep learning multivariate algorithm 

Testbed  

RealDC 
Power, Internal air temperature, External air temperature, Water 
temperature, Relative humidity, Wind speed, Rainfall, Wind chill 

SmartICS Power, Humidity, Internal temperature, Human activity 

 

The Root Mean Square Error (RMSE) was computed considering one month of 
observed and forecasted data, the results are presented in Table I and Table II. As 
expected, the deep learning multivariate approach clearly outperforms the univariate 
model because it exploits underlay correlations between variables such as the Human 
activity or the External air temperature on the building energy consumption. We can 
conclude that the accuracy of the predictive models of energy consumption can be 
improved using multivariate prediction models that exploit IoT data coming from 
heterogenous sources.  

TABLE II.  Measured RMSE of the power consumption – RealDC [MW]. 

Method RMSE 

Deep Learning Univariate 2,6 

Deep Learning Multivariate 1,2 

 

TABLE III.  Measured RMSE of the power consumption – SmartICS [W]. 

Method RMSE 

Deep Learning Univariate 28,2 

Deep Learning Multivariate 11,0 
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Key Performance Indicators (KPIs) 

The table below summarizes the Key Performance Indicators (KPIs) from the B-Model 
experiment proposal and how they were achieved.  

 

KPI Plan Achieved Comment 

Testbeds used  2 2 RealDC and SmartICS 

Energy forecast 
algorithms tested  

2 2 Univariate deep learning vs. 
Multivariate deep learning  

Scientific papers 
published  

1 1 Submitted and under revision to IEEE 
PIMRC 2018 (IoT workshop) 

Number of data 
streams/variables 
used by the ML 
algorithms 

4 9 in 
RealDC 

4 in 
SmartICS 

 

Code available as 
open source  
 

Yes  Yes https://gitlab.com/allbesmart/bmodel.git 

 

 

3.3 Deviations from the proposed plan 

The proposed plan has been followed almost without deviations. The only minor 
deviation from the plan is related with the FIESTA-IoT Analytics services, which we 
had planned to use but was unavailable at the time. Fortunately, it was easy to 
implement the planned analytics on the client’s side. 

 

 

https://gitlab.com/allbesmart/bmodel.git


OC4 – B-MODEL - FinalReport    

  29 

4 COOPERATION WITH THE FIESTA-IOT PLATFORM  

The first interaction with the platform had the main objective of collecting information 
about the platform, the ontology and the available options to deploy our experiment 
within the FIESTA platform. Fortunately, FIESTA provided a comprehensive collection 
of documents, such as the “guide for experimenters” and the OC4 workshop 
presentations, that thoroughly explain these topics and therefore quickly fostered a 
clear view of how to integrate the experiment into FIESTA. 

The “testbed monitoring tool” has also played a very important role in the first stages 
of the experiment, as it allowed the first interactions with the two testbeds of our 
experiment: Real DC and Smart ICS. It allowed us to easily check the coordinates of 
each testbed, browse the type of observations that were being pushed to the platform 
and watch charts of some key sensors that were vital for the experiment. 

The next tool which has been tried was the Postman application with the SPARQL 
examples presented in the OC4 workshop. At first, the API and mainly the ontology 
appeared to be too complex, but the examples were a decisive help to understand how 
to interact with the IoT registry through SPARQL. The ontology took some time to 
master, but after having a comprehensive knowledge of how its concepts are 
connected, this had a profound impact on the experiment’s design. In fact, it became 
clear that the direct API / SPARQL is the most powerful and flexible way to interact 
with the IoT registry, and therefore the experiment’s architecture has been designed to 
rely on it to access resources and observations from the two testbeds. 

No major issues have been found during the experiment’s deployment. Naturally, some 
small issues surfaced, but the documentation and the support system were sufficient 
to mitigate it. Actually, there was no need to create any tickets for our issues because 
other experimenters before us had the same issues and the answers were already on 
the ticketing system. 
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5 BUSINESS OPPORTUNITIES AND IMPACT 

ALLBESMART ( www.allbesmart.pt ) is a start-up focused on IoT solutions and smart 
cities with strong know how in data analytics. We would like to apply data science to 
energy efficiency in office buildings and data centres, however is difficult for a start-up 
to have access to this kind of historic and real time data sets. This is mainly due to 
confidentiality concerns from DC’s and buildings’ owners and the IoT “data silos” issue. 
 
The results of this B-MODEL experiment will have a clear impact in ALLBESMART 
product development, generating new business opportunities for the company. 
Immediately foreseen is its role as a cloud-based data analytics service provider for 
the smart building sector. We are particularly interested in add intelligent solutions to 
existing buildings (smart retrofitting) that can be deployed quickly and with good return 
on investment. The experience gained by predicting the energy consumption of a data 
center such as the RealDC it will be very useful to achieve such objective. 
 
Thanks to this experiment, ALLBESMART will kick off the development of new 
products for smart buildings and operational intelligence derived from the analysis of 
data integrated across multiple and heterogeneous IoT data streams. FIESTA-IoT will 
contribute to reducing the time from ideas to market with large potential for commercial 
exploitation. 
 
Moreover, we will use the B-MODEL results to leverage business opportunities with 
DC owners such as ALTICE.  
 

  

http://www.allbesmart.pt/
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6 FEEDBACK AND BEST PRACTICES ON THE USAGE OF FIESTA-
IOT PLATFORM 

For the provision of feedback on the usage of the FIESTA-IoT Platform, the 
methodology defined by the FIESTA-IoT consortium is described in [1]. This 
methodology aims at the validation of the FIESTA-IoT concepts, platform and tools 
through the results of the experimentation phase of the third parties. For this purpose, 
different aspects and point views have been identified:  

• the validation of the FIESTA-IoT concepts (like testbed agnostic access, 
portability of experiment) through the execution of the experiments,  

• the validation of the usability and convenience of FIESTA-IoT tools from the 
point of view of experimenters,  

• the validation of the accessibility of the FIESTA-IoT platform and tools through 
documentation and support from the point of view of experimenters. 

The interactions between the experiments and the FIESTA-IoT platform can be 
grouped into two phases: integration phase and execution phase. Three validation 
subjects are considered regarding the functionalities, services and support that 
FIESTA-IoT aims to provide to the experimenters: FIESTA-IoT concept, tools and 
resources (viz. support materials). More details will be described in the following 
subsections.  

The cross-reference of the two interaction phases and the three validation subjects 
makes in total six points of validation of FIESTA-IoT platform and tools, which is 
summarized in the following table. The methodology of each validation point will be 
explained in the following subsections. 

 

Table II: Methodology for the validation of the FIESTA-IoT platform 

 Integration phase Execution phase 

Validate FIESTA-IoT concept Identification of KPIs Assessment of KPIs 

Validate FIESTA-IoT tools Subjective assessment Objective assessment 

Validate FIESTA-IoT resources Subjective assessment N/A 

Note: The FIESTA-IoT resources subject will not be evaluated at the execution 
phase because the supporting resources such as documentation, support service 
is not relevant at the execution phase where the interactions of experiment and the 
FIESTA-IoT is purely machine-to-machine. 

 

6.1 Validation of FIESTA-IoT concepts 

The FIESTA-IoT concept mainly consists of a cloud-based platform that provides a 
unified method for experimenters to access to resources hosted on different testbeds 
through semantic technologies. Thus, two aspects need to be assessed by the 
experiments to validate the FIESTA-IoT concept: 
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1. Testbed-agnostic access to different resources, which means that the hosting 
testbed is irrelevant to the resource access method 

2. Unique platform entry point, which means that all the resources of FIESTA-IoT 
platform are only accessible through the only entry point with a validated set of 
credentials (if requested) 

Table III: Validation of FIESTA-IoT concepts by the B-Model experiment 

Objective Details Status 

Testbed-agnostic access 
to different resources, 
which means that  

The experiment is indeed accessing data 
from two different testbeds in an agnostic 
way: the hosting testbed is irrelevant to the 
resource access method 

Matched 

Unique platform entry 
point 

This experiment uses one single API with 
one single set of credentials to access two 
different testbeds. All the resources are 
only accessible through the only entry 
point with a validated set of credentials 

Matched 

Observations streams, 
due to a query or a 
subscription, from 2 or 
more testbeds. 

Not used in the production experiment, but 
during testing this feature has been tested 
and validated. 

Matched 

Portability of IoT 
experiments across 
different testbeds, 
through the provision of 
interoperable standards-
based IoT/cloud 
interfaces over diverse 
IoT experimental 
facilities 

The code of the two experiments is similar, 
the major difference is the GS location of 
observations, therefore we can consider 
that the portability feature has been 
validated. 

Matched 

 

6.2 Validation of FIESTA-IoT tools and resources 

FIESTA-IoT platform is delivered together with a set of tools for the experiment 
development, deployment and execution. The quality of the tools from the point of view 
of the experimenters, is also key to the quality of the FIESTA-IoT platform. Thus, it is 
indispensable to validate if the tools meet the expectations from the point of view of 
the users and provide the functionalities that the platform promises. 

6.2.1 Validation of the FIESTA-IoT tools and resources through questionnaire 

Starting the experimentation 

Part I: documentation 

Q1. Did you use the documentation for experimenters provided on the moodle ? 

➢ Yes, I consulted almost all the documents 

o Guide for experimenters 

o FIESTA-IoT_OC4_Ontology 
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o FIESTA-IoT_OC4_AuthNAuthZ 

o FIESTA-IoT_OC4_Experiment workflow 

o FIESTA-IoT_OC4_FIESTA-iot-registry_API 

o FIESTA-IoT_OC4_Lessons_learnt__best_practices 

o FIESTA-IoT Manual for SPARQL users 

o FIESTA-IoT Workshop_OC4.postman_collection.json 

Q2. Were you able to find the needed information?  

➢ Most of the time  

 

Q3. Do you believe that some documentation is missing? 

➢ No 

Q4. How would you rate the quality of the documentation provided to discover 
the platform? 

 

E
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N
/A

 

➢ Documentation about FEDSPEC ☐ ☐ ☐ ☐ ☐ ☒ 

➢ Documentation about APIs ☒ ☐ ☐ ☐ ☐ ☐ 

➢ Documentation about Ontology ☒ ☐ ☐ ☐ ☐ ☐ 

➢ Documentation about SPARQL 
queries 

☒ ☐ ☐ ☐ ☐ ☐ 

➢ Documentation about installing 
Experiment Data Receiver 

☐ ☐ ☐ ☐ ☐ ☒ 

➢ Experiment Execution process and 
guidelines 

☐ ☐ ☐ ☐ ☐ ☒ 

➢ Overall documentation in the Project 
Handbook 

☒ ☐ ☐ ☐ ☐ ☐ 

 

Q5. How would you rate the relevance of the documentation to support you to 
set up your experimentation? 
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N
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➢ Documentation about FEDSPEC ☐ ☐ ☐ ☐ ☐ ☒ 

➢ Documentation about APIs ☒ ☐ ☐ ☐ ☐ ☐ 

➢ Documentation about Ontology  ☒ ☐ ☐ ☐ ☐ ☐ 

➢ Documentation about SPARQL 
queries 

☒ ☐ ☐ ☐ ☐ ☐ 

➢ Documentation about installing 
Experiment Data Receiver 

☐ ☐ ☐ ☐ ☐ ☒ 
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➢ Experiment Execution process and 
guidelines 

☐ ☐ ☐ ☐ ☐ ☒ 

➢ Overall documentation in the Project 
Handbook 

☒ ☐ ☐ ☐ ☐ ☐ 

       
 

 

 

Part II: ease of setting up, ease of deployment 
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Q6. How would you rate the FEDSPEC creation 
process? 

☐ ☐ ☐ ☐ ☐ ☒ 

Q7. How would you rate the SPARQL Queries creation 
process? 

☒ ☐ ☐ ☐ ☐ ☐ 

Q8. How would you rate the integration and 
deployment process? 

☒ ☐ ☐ ☐ ☐ ☐ 

Q9. How would you rate the quality and quantity of 
available data? 

☒ ☐ ☐ ☐ ☐ ☐ 

Q10. How would you rate the performance of EEE 
module? 

☐ ☐ ☐ ☐ ☐ ☒ 

Q11. How would you qualify the quality and relevance 
of tools that have been made available to you? 

☐ ☒ ☐ ☐ ☐ ☐ 

Q12. How would you qualify the quality of FIESTA-IoT 
APIs? 

☐ ☒ ☐ ☐ ☐ ☐ 

Q13. How would you qualify the easy of installing 
Experiment Data Receiver (Excellent being very easy 
and Poor being very hard) 

☐ ☐ ☐ ☐ ☐ ☒ 

 

Q14. In case any of the above answers were not Very Good or Excellent, what 
would you require from the tools to reach such levels? 

N/A 

 

Q15. Do you prefer to use the API-based solution rather than the experiment 
portal?   

➢ Yes 
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The main reason to prefer the direct API to the IoT registry is its flexibility to adapt to 
the experimenter’s specific needs, as the API puts the experimenter in total control of 
all aspects of the interaction with the registry. Also, it allows powerful and diverse 
operations using a single entry point and a single authentication. 

 
Q16. How much time have you spent in total to integrate the FIESTA-IoT tools in 
your experiment for having the first experiment prototype working (it counts 
only the time used to setup the FIESTA-IoT tools such as APIs connector, EMC, 
Data Receiver setup and so on, without counting effort for visualization tools or 
set up of external tools): 

Those tools were not used in this experiment. 
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During the experimentation 

Q17. How would you rate your experience of the FIESTA-IoT platform during the 
experimentation?  

 

 

Q18. In case any of the above answers were not Very Good or Excellent, what 
would you require from the tools to reach such levels? 

The platform should be able to respond to queries in less than 3 or 4 seconds and 
allow several requests per second. 

 

Q19. Did you use the FIESTA-IoT support tools during the experimentation?  

 

 

Q20. How would you rate your experience of the FIESTA-IoT ticketing system 
during the experimentation?  
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➢ Availability of the platform ☒ ☐ ☐ ☐ ☐ 

➢ Performance of the platform ☐ ☐ ☐ ☒ ☐ 

➢ Usability of the portal ☒ ☐ ☐ ☐ ☐ 

➢ Performance of the portal  ☒ ☐ ☐ ☐ ☐ 

➢ Availability of the portal ☒ ☐ ☐ ☐ ☐ 
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N
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➢ Questions and answers ☒ ☐ 

➢ Youtube video channel ☒ ☐ 

➢ Live chat ☐ ☒ 

➢ Ticketing system ☒ ☐ 
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➢ Availability of the ticketing system ☒ ☐ ☐ ☐ ☐ 

➢ Performance of the ticketing system ☒ ☐ ☐ ☐ ☐ 

➢ Usability of the ticketing system ☐ ☒ ☐ ☐ ☐ 

➢ Speed of responses ☒ ☐ ☐ ☐ ☐ 

➢ Overall satisfaction of the ticketing 
system 

☒ ☐ ☐ ☐ ☐ 
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Q21. Please, give us all comments you may have about your experience during 
the experimentation 

The experiment was easily deployed, thanks to the excellent documentation, tools and 
support of the FIESTA project. The ontology and direct API were hard to master, but 
after being comprehensively understood, they have revealed all its powerful 
capabilities to interact agnostically with thousands of resources and observations 
across the globe. 
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Ending the experiment 
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Q22.Overall, how do you qualify your experience on 
FIESTA-IoT platform? 

☒ ☐ ☐ ☐ ☐ 

 

Q23. Are you satisfied with the results you obtained? 

➢ Yes, I’m very satisfied 

Q24. Are you satisfied with the results you obtained? 

➢ Yes, I’m very satisfied 

 

Q25. What value does having access to the FIESTA-IoT Platform provide for your 
research? 

We were eager to test our algorithms with exhaustive data from real buildings that 
included not only power measurements but also other physical phenomena, such as 
weather data, to feed the multivariate prediction model. Therefore, the opportunity to 
have access to this type of data from two different testbeds, has been warmly 
welcomed. 

The Real DC testbed has been particularly interesting, not only due to its specific large 
power consumption profile, but also because it provided a set of rich and vast data 
about the weather conditions. Without the FIESTA platform, it would be almost 
impossible to validate our prediction algorithms with real IoT data with this high quality. 

 

Q26. Would you be prepared to pay to be part of the FIESTA-IoT beyond the 
lifetime of the project? 

➢ No 

o The FIESTA-IoT project should continue to be funded by public 

initiatives 

Q27. Do you intend to continue to be part of the federation beyond the lifetime 
of the project? 

➢ Yes 

 

Q28. Would you recommend FIESTA-IoT platform to other experimenters? 

➢ Yes 

 

Strong aspects: 
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• Well-designed ontology that supports semantic interoperability among 
heterogeneous testbeds, sensors and observations; 

• One single API allows the access to multiple testbeds, thousands of sensors 
and millions of observations; 

• Several available tools to foster experiment deployment; 

• Excellent support documentation and examples; 

• Excellent support system (tickets) and team; 

Weak aspects: 

• The direct API’s performance; 

• The need to divide historical queries into several time slices; 
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6.2.2 Validation of the FIESTA-IoT tools through KPIs 

The following table contains those KPIs that can be used to assess the functionality 
and performance of the FIESTA-IoT Platform. 

Table IV: Validation of FIESTA-IoT Platform by the BModel experiment through 
KPIs 

KPI Details Status 

Using heterogeneous 
data sources 

This experiment needs to cope with 
heterogeneous data coming from different 
sources, spread among two testbeds. 
Retrieving the data and homogenizing it, is 
indeed done transparently by the FIESTA-
IoT platform 

 

Achieved 

Historical data storage 
and Asynchronous 
notification from the 
message bus 

Not used in the experiment 

 

N/A 

Scalability of the 
FIESTA-IoT platform 

The experiment can easily be modified to 
support more testbeds or longer periods of 
observations, with minor changes in the 
way it interacts with the platform 

 

Achieved 

Data acquisition from 
different domains 

The experiment successfully collects data 
from different domains (e.g. energy 
consumption, weather, cooling 
temperature, building occupancy etc.); 

 

Achieved 

Semantic Interoperability 
between different 
domains 

The experiment requires and uses a 
semantic mapping between the concepts 
of different domains 

 

Achieved 

Dynamic discovery and 
selection of resources 

The experiment identifies and selects the 
resources that provide the requested data 
for the execution of the experiment 

 

Achieved 

FIESTA-IoT 
Authentication tools 

Once authenticated, the data flows to the 
experiment without any other overhead of 
message exchanging. 

 

Achieved 

FIESTA-IoT Analytics 
services 

Not used in the experiment 
N/A 
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We have also experienced the integration of different tools offered by FIESTA-IoT for 
easing the process of the experiment implementation: 

Table V: Validation of FIESTA-IoT tools by the BModel experiment 

Tools Details Status 

OpenAM 

We have easily implemented the usage of 
the API offered of the OpenAM server 
deployed by FIESTA-IoT for accessing the 
FIESTA-IoT functionalities. 

Validated 

Testbed Monitoring 

This tool has been used in the first stages of 
the experiment to gather information about 
each testbed’s coordinates, monitored 
phenomena and number of sensors. 

Validated 

IoT-Registry - 
resources 

Our experiment can easily get the list of the 
wanted IoT resources within one single 
request.  

Validated 

IoT-Registry -
observations 

Our experiment can easily get the list of the 
wanted observations within one single 
request. 

Validated 

IoT service - 
endpoints 

Not used. Not used 

IoT-Registry – 
time series 

Our experiment couldn’t retrieve long time 
series of observations in one single query, 
due to platform’s limitations. 

Not 
validated  

 

Our experiment requires at least one month of consecutive observations for each 
variable and it was expected that the platform would provide this time series within one 
single SPARQL query. However, the OC4 documentation is very clear stating that this 
is not possible, and that the experiments must divide the whole period in small time 
slices of 1 to 4 hours. This represents an unnecessary burden of code on the 
experiment’s side. 
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7 CONCLUSIONS 

The B-Model experiment has been able to investigate and validate advanced Machine 
Learning algorithms for the prediction of energy consumption in office buildings and 
data centres, using two use cases:  

• Real DC: a data centre with very high power consumption, where energy 

consumption depends mostly on computing resources’ usage, cooling needs 

and weather; 

• Smart ICS: an office with personal monitoring of energy usage, where energy 

consumption depends mostly on human occupancy. 

The experiment agnostically collects heterogeneous data, such as historical energy 
consumption, cooling temperature, outdoor weather and building’s occupancy across 
the RealDC and the SmartICS testbeds, using the platform’s single point of entry. 

Two forecast algorithms for energy consumption have been implemented and 
validated in this experiment: the Deep Learning LSTM univariate and multivariate 
models. This experiment has shown that the multi-variate model outperforms the 
univariate model because is able to exploit the correlation between IoT data coming 
from heterogenous sources (e.g. correlation between the external air temperature and 
the data centre energy consumption or between the building’s occupancy level and the 
building’s energy consumption). 

A dashboard with a set of visualization tools has been developed to help to understand 
these environments, the associated energy consumption and the performance of the 
predictive algorithms. It also shows the predictions for the current day and current 
week, allowing the user to compare the evolution of the real energy consumption with 
these predictions along the day and week. 

In the case of Smart ICS, there’s also a heatmap that shows the building’s occupancy. 
A video is available on YouTube that explains the meaning of the information that is 
displayed on the dashboard and shows how to use it: 

https://www.youtube.com/watch?v=J-JRFp3nH0c&feature=youtu.be  

This experiment is also validating some key features advertised by the fiesta platform, 
namely: 

• Testbed-agnostic access to different resources, which means that the hosting 
testbed is irrelevant to the resource access method; 

• Unique platform entry point, which means that all the resources of FIESTA-IoT 
platform are only accessible through the only entry point with a validated set of 
credentials. 

Some FIESTA tools were also validated, namely: 

• OpenAM: the experiment has easily implemented the usage of the API offered 
of the OpenAM server deployed by FIESTA-IoT for accessing the FIESTA-IoT 
functionalities; 

• Testbed Monitoring: this tool has been used in the first stages of the experiment 
to gather information about each testbed’s coordinates, monitored phenomena 
and number of sensors; 

https://www.youtube.com/watch?v=J-JRFp3nH0c&feature=youtu.be
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• IoT-Registry – resources: the experiment can easily get the list of the wanted 
IoT resources within one single request; 

• IoT-Registry -observations: the experiment can easily get the list of the wanted 
observations within one single request. 

The experiment was easily deployed, thanks to the excellent documentation, tools and 
support of the FIESTA project. The ontology and direct API were hard to master, but 
after being comprehensively understood, they have revealed all its powerful 
capabilities to interact agnostically with thousands of resources and observations 
across the globe. 

The source code for the B-MODEL experiment is available and can be downloaded from 

the link: https://gitlab.com/allbesmart/bmodel.git 

Thanks to this experiment, ALLBESMART will kick off the development of new 
products for smart buildings and operational intelligence derived from the analysis of 
data integrated across multiple and heterogeneous IoT data streams. 

 

  

https://gitlab.com/allbesmart/bmodel.git
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